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ABSTRACT

We attempt the problem of autonomous surveillance for person re-identification. This is an active research area,
where most recent work focuses on the open challenges of re-identification, independently of prerequisites of
detection and tracking. In this paper, we are interested in designing a complete surveillance system, joining
all the pieces of the puzzle together. We start by collecting our own dataset from multiple cameras. Then, we
automate the process of detection and tracking of human subjects in the scenes, followed by performing the
re-identification task. We evaluate the recognition performance of our system, report its strengths, discuss open
challenges and suggest ways to address them.
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1. INTRODUCTION

Visual surveillance applications are becoming an important aspect of everyday life. Network cameras are in-
creasingly installed in public areas and large buildings to improve security. The growing numbers of cameras
have resulted in large quantities of surveillance video. Usually, these videos are manually inspected for forensic
purposes after an incident has occurred. Obviously, this task is prohibitively expensive and error prone with the
huge amounts of available video. This calls for the automation of video analysis in such situations.

Surveillance cameras usually cover large disconnected areas. It is thus important to associate people as they
cross from the field-of-view (FOV) of a camera to another, or as they exist the FOV of a camera then reenter
it at a later time. This association of people across cameras and across time is precisely the re-identification
problem we are dealing with in this paper. This problem has become an essential task in any automated video
surveillance system. Re-identification is a very active research topic, with many recent works approaching the
problem from different angles.

Nonetheless, most work on re-identification is carried out with pairs of images from different cameras as
its input. While this approach allows researchers to focus on developing new techniques in that area, it fails to
provide an assessment for the whole surveillance system. The developed techniques assume that perfectly tracked
subjects are available to the system, but this scenario is far from being true. Approaches for human detection
have varying performances on different scenes.1 Besides, object tracking research has been developed over the
past two decades with difficulties of its own. Yilmaz’s classical survey2 of tracking methods can be referred to.
A more recent one is also available.3 All those factors affect the overall performance of a surveillance system.

As for recent work in re-identification, we find many attempts at the problem, each addressing individual
challenges separately from the big picture. The main source of difficulty in re-identification is that the appear-
ance of a person changes between different cameras. Appearance change can result from differences in view,

Further author information: (Send correspondence to H. El-Alfy)
H. El-Alfy, D. Muramatsu: e-mail: {hazem, muramatsu}@am.sanken.osaka-u.ac.jp
Y. Teranishi, N. Nishinaga: e-mail: {teranisi, nisinaga}@nict.go.jp
Y. Makihara, Y. Yagi: e-mail: {makihara, yagi}@am.sanken.osaka-u.ac.jp

Thirteenth International Conference on Quality Control by Artificial Vision 2017, edited by Hajime Nagahara,
Kazunori Umeda, Atsushi Yamashita, Proc. of SPIE Vol. 10338, 103380D · © 2017 SPIE

CCC code: 0277-786X/17/$18 · doi: 10.1117/12.2266509

Proc. of SPIE Vol. 10338  103380D-1



illumination, occlusion and others. In that aspect, some works have focused on illumination change,4 others
address partial occlusions5 and some attempts are made at different carrying conditions.6 Efforts have also been
done in designing approaches to merge different features for a better performance.7 Very recent work deal with
the problem of consistency of associations across a network of cameras versus pairwise associations.8 We refer the
reader to a recent and more comprehensive survey of modern trends in person re-identification by Bedagkar-Gala
et. al .9

And now the question is: how is the overall surveillance system affected by the performance of its individual
components? Have we reached the point where we can rely on a completely autonomous system for detecting,
tracking and re-identifying people across multiple cameras with non-overlapping FOVs? While we cannot provide
conclusive answers to these question within the span of this manuscript, we go one step towards that goal.

Our Contribution. In this paper we design a complete and autonomous surveillance system geared towards
the problem of person re-identification. Rather than focusing on the performance of each component individually,
we are more interested in evaluating the entire system as a whole. To this end, we collect surveillance data from
multiple cameras with non-overlapping FOVs, covering a wide area. Then, we detect the occurrences of moving
people in the surveyed scene. Afterwards, we associate the detections into full tracks. Next, we match entire
tracks together for the re-identification problem rather than matching a few isolated frames as is commonplace
elsewhere. We finally evaluate the performance of the full system in correctly associating the right people
across cameras. For the purpose of this paper, we will not be distracted by the individual challenges that face
re-identification and that have been addressed elsewhere.

2. OVERVIEW OF OUR APPROACH

In our proposed approach, we use advanced computer vision techniques to autonomously detect, track and
re-identify human subjects. This section provides the technical details of the proposed method.

2.1 Detection

The first step is to detect the positions of people in the surveyed scene. Histograms of Oriented Gradients
(HOG) have proved to be powerful for human detection.1 Later on, other approaches were built on top of
HOG to improve its performance. In particular, we use the Deformable Part-Based Model (DPM).10 In addition
to using HOG as its foundation, DPM uses a model for the different parts of the human body to allow for
deformations. That model is learned using publicly available datasets, such as INRIA1 and PASCAL.11 DPM
was also shown to achieve state-of-the-art in detection under difficult situations such as the PASCAL challenge.11

Computer vision algorithms are far from perfect. DPM is not different in that regard. We have to deal with
two kinds of errors: missed detections and false alarms. We address the false alarms issue in this subsection
and defer the other problem to the tracking stage. Our application of interest essentially deals with walking
people. It is thus natural to eliminate non-moving objects from our consideration. This first step significantly
reduces false detections of “human-like” stagnant objects. As a by-product, it also improves the detection speed
considerably, since we can now restrict the scanned areas to those which contain moving objects only.

To detect motion in the scene, we employ a fast and efficient frame differencing approach. By subtracting
consecutive gray scale frames at a reasonable step size, areas where motion occurs result in high intensity patches.
Difference image are however very noisy. We thus binarize them and perform the morphological operation of
closing to remove “salt” noise and close gaps. A typical frame and the corresponding motion frame are shown
in Fig. 1.

2.2 Tracking-by-Detection

Tracking-by-detection has been proposed in the literature for human subjects12 and for more general objects.13

We use an approach more similar to the later one since it is more efficient and does not require fitting models to
subjects. This approach also benefits of the detection results already obtained by DPM.

Once the subjects are detected in each frame, the main challenge is to associate the detections made in a
frame to those in the successive frame that correspond to the same subject. The sequence of associations will
form the track for that subject. We proceed as follows. The detections are computed in the form of bounding
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Figure 1. A typical frame and the corresponding motion frame obtained by frame differencing and morphological binary
operations.

boxes. Consider Bi and Bj , two bounding boxes in two consecutive frames ft and ft+1. We first compute the
geometric similarity Sg of the two boxes as in Eq. 1:

Sg =
A(Bi ∩Bj)

A(Bi ∪Bj)
, (1)

where A(·) returns the area of the its bounding box argument. In other words, the geometric similarity evaluates
how much overlap exists between bounding boxes in successive frames. Next, we compute the visual similarity
Sv of two bounding boxes as the normalized correlation of their image content (see Eq. 2):

Sv =
‖Cor(B̃i, B̃j)‖

‖B̃i‖‖B̃j‖
, (2)

where Cor(·, ·) computes the correlation of its arguments and ‖ · ‖ is a matrix norm. Here, B̃i represents the
contents of the bounding box Bi, basically a matrix of the intensities of the pixels of the contained image. A
larger value of Sv means that more content is shared between the two images. The total similarity is finally
computed as the product of the geometric and visual similarities as in Eq. 3:

St = SgSv . (3)

After the similarities are computed between all pairs of boxes in consecutive frames, we choose, for each
bounding box, at each time step, the maximum score St that is larger than a certain threshold and associate
the corresponding boxes into one tracklet. The threshold is carefully determined so as to allow the continuity
of tracks. Larger thresholds result in more discontinuities whereas smaller ones may associate detections that
belong to different tracklets. Boxes that have not been matched end current tracklets or start new ones.

We must note here that due to the false negatives of the DPM detector, some subjects may go undetected for
a couple of frames. This results in interruptions in the subject tracks. We should not confuse these interruptions
with legitimate starting and ending points of tracks that correspond to subjects entering or leaving the scene
respectively. To address this problem, we run an analogous similarity match, this time between the bounding
boxes at both ends of tracklets, computed at the previous stage. We choose thresholds as previously to allow
for occasional interruptions of a few frames. Once the tracklets are matched, it is reasonable to interpolate the
ending point of one with the starting point of the other, since the discontinuities last for just a few frames.
Finally, we use an average filter to smooth the sizes and locations of the bounding boxes that belong to the same
track.

2.3 Feature Extraction

At this stage, we have detected and tracked human subjects in the surveyed scene. To proceed, we choose the
gait as a feature for re-identification. Most gait recognition approaches use silhouettes-based features. This
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Figure 2. Input data for feature extraction. From left to right: original frame, bounding box detection and size-normalized
cropped detection.

requires a good quality segmentation that may not be available in many re-identification scenarios, due to, say,
low resolutions and poor illumination. For that reason, we will use a silhouette-free feature in this paper. As
we have seen in the previous section, obtaining the bounding boxes is pretty much straightforward. We extract
our features directly from the computed bounding boxes. For the obtained features to be consistent, with first
normalize the sizes of the bounding boxes. Fig. 2 illustrates the process so far.

As gait feature, we use the Spatio-Temporal Histogram of Oriented Gradients (STHOG).14 The STHOG is
built on the HOG algorithm1 which was designed as a powerful descriptor for the detection of people in still
images. Later, it also proved to achieve state-of-the-art in gait identification.15 STHOG extends HOG in the
time direction. We thus expect it will compute distinctive features for the identification of moving people in
video sequences. Instead of computing 2D gradient vectors of intensities of still images, the STHOG computes
the 3D gradient vectors of the intensities in the space-time domain, using 3 consecutive frames. This approach
has the added advantage of modeling both shape and motion into a single feature. More details of the STHOG
are shown in Ref. 14.

2.4 Matching

In the previous stage, we have computed, for each subject, a sequence of STHOG features. Now, we match them
using an approach similar to the baseline algorithm.16 The main challenge is to synchronize the phases of the two
sequences to be matched. To do that, we first break the query sequence into gait cycles. It is empirically known
that an average gait cycle is almost one second long. Hence, we segment the query sequence into subsequences
containing as many frames as there are per second. Next, we try all possible alignments of each subsequence with
the other sequence. For each alignment, we compute the sum of Euclidean distances between the corresponding
STHOG feature vectors in the subsequence. The alignment that yields the minimum such distance is chosen.
Likewise, this procedure is repeated with the other subsequences. Eventually, we choose the minimum value of
all subsequence norms as the distance between the two sequences. Consequently, the query sequence is matched
to the “closest” sequence for the purpose of re-identification.

3. PERFORMANCE EVALUATION

3.1 Experimental Setup

The dataset used here was obtained in a closed experiment which was held at midnight, in the Osaka Station
City,17 a large-scale public transportation facility in Japan. The data was collected between 2014 and 2015. We
have obtained the informed consent of all the subjects participating in this experiment. In this paper, we will
show re-identification results of scenes from 8 cameras, 10 sequences and 43 subjects. Most scenes have subjects
facing the camera while the rest provide a back view. We have also tested scenes with different illuminations.
The subjects are rather sparse with minimal occlusions. This enables us to present a global evaluation for the
general problem of surveillance as opposed to state-of-the-art techniques that use manually tracked subjects as
input and thus evaluate re-identification separately from tracking quality. Representative frames from some of
the used cameras are shown in Fig. 3.
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Figure 3. Sample frames from our surveillance dataset. Each image pair is captured from a pair of sequences that
corresponds to one re-identification experiment.

The resolution of the used videos is 640 × 480 and we normalize the cropped windows to 128 × 88 pixels.
Videos are available at 30 fps. For simpler and more efficient processing of videos, we downsample them to 10 fps.
For the matching process, we choose subsequences to consist of 10 frames, the empirical cycle length. Finally,
interruptions in tracklets (missed detections) were allowed up to 5 frames (half a second) and the smoothing
window size is 5 frames long as well.

3.2 Results

We show both identification and verification results in Table 1. For identification, we use the rank-1 and rank-5
rates. Those denote the percentage of query subjects for which a correct match appears as the first, or within
the first five matches, respectively, in a 1-to-N matching system (N is the database size). For verification, we use
the correct acceptance rate (CAR) corresponding to a false acceptance rate (FAR) of 1% in a 1-to-1 matching
system.

We emphasize, once again, that the reported results are for the overall performance of the whole system
(detection, tracking and re-identification), in line with the main objective of this paper. In general, we are able
to achieve high identification rates in many situations where the difference in observation angle between the
compared sequences is minimal. We also note that STHOG is robust to illumination changes as in the sequence
pair 3. Back view scenes are particularly interesting because they present a situation where other approaches,
such as face recognition, are impossible to use. In contrast, STHOG performs very well. When there is a view
change (Seq. 4), performance drastically drops. We discuss this case in details in the following section.

3.3 Discussion

We have seen that as the viewpoint changes, the performance of STHOG drops. We take Seq. 4 as a test case.
As the subject changes the walking direction, the view angle relative to the camera is also modified. Many
approaches have been proposed in the literature to tackle this problem. Some methods rely on fusing different
features,14 each of which is robust under certain conditions but sensitive to other ones. Other approaches use
space warping4 to transform the features from one view to the other.

However, our main purpose is to evaluate all the components of the system as a whole. What we would like to
show in the remaining few lines is that other parts of the surveillance system significantly affect the performance.
While earlier re-identification research has always assumed the availability of perfect detection and tracking data,
we experimentally show how minor deficiencies with this data influences performance. In Table 2, we first show
the performance while processing at 10 fps, copied from Table 1 for the reader’s convenience. We then study the
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Table 1. Performance evaluation of our surveillance system. Results are indicated both as a percentage and as the actual
number of subjects correctly identified, out of 43 subjects in total.

Sequence Rank-1 [%] Rank-5 [%] CAR [%] (FAR=1%) notes

Seq. 1 100.0 (43) 100.0 (43) 100.0 (43) frontal view

Seq. 2 93.0 (40) 100.0 (43) 93.0 (40) back view

Seq. 3 97.7 (42) 100.0 (43) 100.0 (43) illumination change

Seq. 4 58.1 (25) 81.4 (35) 58.1 (25) view change

Seq. 5 95.4 (41) 100.0 (43) 97.7 (42) frontal view

Seq. 6 97.7 (42) 100.0 (43) 100.0 (43) frontal view

Seq. 7 97.7 (42) 100.0 (43) 97.7 (42) back view

Seq. 8 93.0 (40) 100.0 (43) 100.0 (43) frontal view

Seq. 9 100.0 (43) 100.0 (43) 100.0 (43) frontal view

Table 2. Influence of different components of the surveillance system as the accuracy drops due to view change.

Sequence Rank-1 [%] Rank-5 [%] CAR [%] (FAR=1%) notes

Seq. 4 58.1 (25) 81.4 (35) 58.1 (25) auto-detect, 10 fps

Seq. 4 58.1 (25) 79.1 (34) 48.8 (21) auto-detect, 30 fps

Seq. 4 79.1 (34) 95.4 (41) 76.7 (33) manual detect, 30 fps

effect of processing at 30 fps. Identification is not improved and verification is poorer. This is due to the fact
that alignment error becomes more probable at higher frame rates.

Next, we study the effect of manual detection and tracking on the same test case. Using manual tracking
with sequence pairs that already performed good re-identification results has a very minor effect. So we will not
show those results. By manual detection and tracking, we mean that both the bounding box detections (spatial
accuracy) and the cycle lengths (temporal accuracy) were manually selected. Without any further modifications
in the feature extraction or matching steps, we notice a significant boost in performance, an increase of more
than 20% in the rank-1 rate of re-identification. The poor accuracy was mainly due to the noise resulting from
including parts of the background when bounding boxes are “loose” or, alternately, losing some parts of the
subjects when bounding boxes are too small.

4. CONCLUSION

This paper provides new insights into the re-identification problem. Unlike earlier work published in that area,
we study the performance of an autonomous surveillance system holistically. We have captured our own dataset
using multiple cameras with non-overlaping FOVs. We performed detection and tracking of walking people, part
of the surveillance system. We used DPM for detection and tracking-by-detection for tracking. We attempted
the re-identification problem using the spatio-temporal HOG feature. Our evaluation considers the system as a
whole. We discuss how the different components of the surveillance system affect the overall performance and
propose methods to improve it.
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